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Chapter-1  

Database and Database Users 

  Data: known facts that can be recorded and that have implicit meaning. 

 Database: collection of related data. 
 Implicit properties of database:  
o A database represents some aspect of the real world, sometimes called the miniworld or 

the universe of discourse (UoD). Changes to the miniworld are reflected in the database. 
o A database is a logically coherent collection of data with some inherent meaning.  
o A database is designed, built, and populated with data for a specific purpose. It has a group 

of users. 
 A database management system (DBMS) is a collection of programs that enables users to 
create and maintain a database. It facilitates the processes of defining, constructing, 
manipulating, sharing, protecting and maintaing databases among various users and applications.  
o Defining a database involves specifying the data types, structures, and constraints of the 
data to be stored in the database. The database definition or descriptive information is also 
stored by the DBMS in the form of a database catalog or dictionary; it is called meta-data. 
o Constructing the database is the process of storing the data on some storage medium that is 
controlled by the DBMS. 
o Manipulating a database includes functions such as querying the database to retrieve 
specific data, updating the database to reflect changes in the miniworld, and generating reports 
from the data.  
o Sharing a database allows multiple users and programs to access the database 
simultaneously. 
o Protection includes system protection against hardware or software malfunction (or 
crashes) and security protection against unauthorized or malicious access.  
o A typical large database may have a life cycle of many years, so the DBMS must be able to 
maintain the database system by allowing the system to evolve as requirements change over 
time. 

 Characteristics of the database approach 
1. Self-Describing Nature of a Database System: the database system contains database and 
a complete definition or description of the database structure and constraints. This definition 
is stored in the DBMS catalog, which contains information such as the structure of each file, 
the type and storage format of each data item, and various constraints on the data. The 
information stored in the catalog is called meta-data. 
2. Insulation between Programs and Data, and Data Abstraction: The structure of data 
files is stored in the DBMS catalog separately from the access programs. This property is 
called as program-data independence. 

 Operation: (also called a function or method) is specified in two parts. 
The interface (or signature) of an operation includes the operation name and the data 
types of its arguments (or parameters). The implementation (or method) of the operation 
is specified separately and can be changed without affecting the interface. 
 Program-operation independence: User application programs can operate on the 

data by invoking these operations through their names and arguments, regardless of 
how the operations are implemented. 
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 Data abstraction: The characteristic that allows program-data independence and 
program-operation independence is called data abstraction.  

 A DBMS provides users with a conceptual representation of data that does not include 
many of the details of how the data is stored or how the operations are implemented. 
Informally, a data model is a type of data abstraction that is used to provide this 
conceptual representation. It hides storage and implementation details that are not of 
interest to most database users. 

   3. Support of Multiple Views of the Data: Different views can be created for different users 
of the database. A view may be a subset of the database or it may contain virtual data that is 
derived from the database files but is not explicitly stored. 

4. Sharing of data and multiuser transaction processing: The DBMS must include 
concurrency control software to ensure that several users trying to update the same data do so 
in a controlled manner so that the result of the updates is correct. It includes the concept of 
transaction and its ACID properties. 
 

 Actors on the scene: people whose jobs involve the day to day use of large database. 
1. Database Administrator (DBA): The DBA is responsible for authorizing access to the 

database, coordinating and monitoring its use and acquiring software and hardware 
resources as needed. The DBA is accountable for problems such as security breaches and 
poor system response time.  

2. Database Designers: They are responsible for identifying the data to be stored in the 
database and for choosing appropriate structures to represent and store this data It is the 
responsibility of database designers to communicate with all prospective database users in 
order to understand their requirements and to create a design that meets these requirements. 
The final database design must be capable of supporting the requirements of all user groups.  

3. End Users: the people whose jobs require access to the database for querying, updating, and 
generating reports. Types of End Users:- 

 Casual end users occasionally access the database, but they may need different 
information each time. Middle- or high-level managers are the examples. 

 Naive or parametric end users Their main job function revolves around 
constantly querying and updating the database, using standard types of queries 
and updates—called canned transactions—that have been carefully programmed 
and tested. Eg. Bank tellers check account balances and post withdrawals and 
deposits. Reservation agents for airlines, hotels,  

 Sophisticated end users include engineers, scientists, business analysts, and 
others who thoroughly familiarize themselves with the facilities of the DBMS in 
order to implement their own applications to meet their complex requirements. 

 Standalone users maintain personal databases by using ready-made program 
packages that provide easy-to-use menu-based or graphics-based interfaces.  

 
      4. System Analysts and Application Programmers (Software Engineers): System 
analysts determine the requirements of end users, especially naive and parametric end users, and 
develop specifications for standard canned transactions that meet these requirements.    
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 Workers behind the scene: those who work to maintain the database system environment 

but who are not actively interested in the database contents as part of their daily job. 
o DBMS system designers and implementers design and implement the DBMS 
modules and interfaces as a software package. The DBMS must interface with other 
system software such as the operating system and compilers for various programming 
languages. 
o Tool developers Tools are optional packages that are often purchased separately. 
They include packages for database design, performance monitoring, natural language 
or graphical interfaces, prototyping, simulation, and test data generation. Independent 
software vendors develop and market these tools. 
o Operators and maintenance personnel (system administration personnel) are 
responsible for the actual running and maintenance of the hardware and software 
environment for the database system. 

 Advantages of using DBMS 
1. Controlling Redundancy 
2. Restricting Unauthorized Access 
3. Providing Persistent Storage for Program Objects 
4. Providing Storage Structures and Search Techniques for Efficient Query Processing 
5. Providing Backup and Recovery 
6. Providing Multiple User Interfaces 
7. Representing Complex Relationships among Data 
8. Enforcing Integrity Constraints 
9. Permitting Inferencing and Actions Using Rules 
10. Potential for Enforcing Standards 
11. Reduced Application Development Time 
12. Flexibility. 
13. Availability of Up-to-Date Information 
14. Economies of Scale. 

 When Not to Use a DBMS 
       The overhead costs of using a DBMS are due to the following: 

 High initial investment in hardware, software, and training 
 The generality that a DBMS provides for defining and processing data 
 Overhead for providing security, concurrency control, recovery, and integrity 

functions 
Therefore, it may be more desirable to use regular files under the following circumstances: 

 Simple, well-defined database applications that are not expected to change at all 
 Real-time requirements for some application programs that may not be met 

because of DBMS overhead 
 Embedded systems with limited storage capacity, where a general-purpose DBMS 

would not fit 
 No multiple-user access to data 
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Chapter-2  

Database System Concepts and Architecture 

 Data abstraction: It generally refers to the suppression of details of data organization and 
storage and the highlighting of the essential features for an improved understanding of data.  

 
 Data Model: It is a collection of concepts that can be used to describe the structure of a 

database (means data type, relationship and constraint that apply to the data) and provides the 
necessary means to achieve data abstraction. 

 

 Categories of data model (3 categories): 
 
1) High level or conceptual data models: It provides concepts that are close to the way many 
users perceive data. Eg: Entity-Relationship model. 
 
Entity: An entity represents a real-world object or concept, such as an employee or a project 
from the miniworld that is described in the database. 
 
Attribute: An attribute represents some property of interest that further describes an entity, such 
as the employee’s name or salary.  
 
Relationship: A relationship among two or more entities represents an association among the 
entities, for example, a works-on relationship between an employee and a project. 
 

2) Representational or implementation data models: It provide concepts that may be easily 
understood by end users but that are not too far removed from the way data is organized in 
computer storage. Eg: relational data model, network and hierarchical models. 
 
Record based data models: It represents data by using record structures and hence are 
sometimes called record-based data models. 
 

3) Low level or physical data models: It provides concepts that describe the details of how data 
is stored on the computer storage media. It describe how data is stored as files in the computer by 
representing information such as record formats, record orderings, and access paths.  

Access Path: An access path is a structure that makes the search for particular database records 
efficient. 

Index: An index is an example of an access path that allows direct access to data using an index 
term or a keyword. 
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 Database schema: The description of a database is called the database schema, which is 
specified during database design and is not expected to change frequently. 

 
 The data in the database at a particular moment in time is called a database state or snapshot. 

It is also called the current set of occurrences or instances in the database. 
 
Every time we insert or delete a record or change the value of a data item in a record, we change 
one state of them database into another state. 
 

 Valid state:  a state that satisfies the structure and constraints specified in the schema. 
 

 Meta data (data about data): The DBMS stores the descriptions of the schema constructs and 
constraints in the DBMS catalog so that DBMS software can refer to the schema whenever it 
needs to. 

 
 Three-schema Architecture: The goal of the three-schema architecture is to separate the user 

applications from the physical database. (fig.) 
 

 
 
 
1. Internal Level: It has an internal schema, which describes the physical storage structure of the 
database. The internal schema uses a physical data model and describes the complete details of 
data storage and access paths for the database. 
 
2. Conceptual Level: It has a conceptual schema, which describes the structure of the whole 
database for a community of users. The conceptual schema hides the details of physical storage 
structures and concentrates on describing entities, data types, relationships, user operations, and 
constraints. 
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3. External Level or view level: It includes a number of external schemas or user views. Each 
external schema describes the part of the database that a particular user group is interested in and 
hides the rest of the database from that user group. Each external schema is typically 
implemented using a representational data model. 
 

 Data independence: It can be defined as the capacity to change the schema at one level of a 
database system without having to change the schema at the next higher level. 
Two types of data independence: 
 
1. Logical data independence is the capacity to change the conceptual schema without having 
to change external schemas or application programs. We may change the conceptual schema to 
expand the database (by adding a record type or data item), to change constraints, or to reduce 
the database (by removing a record type or data item). After the conceptual schema undergoes a 
logical reorganization, application programs that reference the external schema constructs must 
work as before. 
 
2. Physical data independence is the capacity to change the internal schema without having to 
change the conceptual schema. Hence, the external schemas need not be changed as well. 
Changes to the internal schema may be needed because some physical files were reorganized. If 
the same data as before remains in the database, we should not have to change the conceptual 
schema. 
 
Data independence occurs because when the schema is changed at some level, the schema at the 
next higher level remains unchanged; only the mapping between the two levels is changed. 
 

 Data Definition Language (DDL) : It is used by the DBA and by database designers to define 
conceptual and internal level  schemas. The DBMS will have a DDL compiler whose function is 
to process DDL statements in order to identify descriptions of the schema constructs and to store 
the schema description in the DBMS catalog. 
In DBMSs where a clear separation is maintained between the conceptual and internal levels, the 
DDL is used to specify the conceptual schema only. CREATE, DROP and ALTER are DDL 
statement. 
 

 Storage definition language (SDL): It is used to specify the internal schema. The vendor 
control indexing choices and mapping of data to storage between the conceptual and internal 
schema. 
 

 View definition language (VDL): It is used to specify user views and their mappings to the 
conceptual schema. In relational DBMSs, SQL is used in the role of VDL to define user or 
application views as results of predefined queries. 
 

 Data manipulation language (DML): Once the database schemas are compiled and the 
database is populated with data, users can manipulate the database using a set of operations or a 
language called the data manipulation language (DML) Eg:  retrieval, insertion, deletion, and 
modification of the data. INSERT, UPDATE and DELETE are DML statement. 
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SQL relational database language represents a combination of DDL, VDL, and DML, as well as 
statements for constraint specification, schema evolution (occasionally need to change the 
schema). 
 
Two main types of DML:  
1. A high-level or nonprocedural DML can be used on its own to specify complex database 
operations concisely. Many DBMSs allow high-level DML statements either to be entered 
interactively from a display monitor or terminal or to be embedded in a general-purpose 
programming language. Eg. SQL 
 
2. A low-level or procedural DML must be embedded in a general-purpose programming 
language. This type of DML typically retrieves individual records or objects from the database 
and processes each separately. Therefore, it needs to use programming language constructs, such 
as looping, to retrieve and process each record from a set of records. Low-level DMLs are also 
called record-at-a-time DMLs because of this property. Eg DL/1 uses GET UNIQUE, GET 
NEXT, or GET NEXT WITHIN PARENT to navigate from record to record within a hierarchy 
of records in the database.  
 

   Declarative Language: A query in a high-level DML specifies which data to retrieve rather than 
how to retrieve it; such languages are also called declarative language. 
 

 Host Language: Whenever DML commands, whether high level or low level, are embedded in a 
general-purpose programming language, that language is called the host language and the DML 
is called the data sublanguage. 

 

 User friendly interface of the for naive and parametric users: 
o Menu-Based Interfaces for Web Clients or Browsing 
o Forms-Based Interfaces 
o Graphical User Interfaces 
o Natural Language Interfaces 
o Speech Input and Output 
o Interfaces for Parametric Users 
o Interfaces for the DBA 

 
  Classification of Database Management Systems: 

o Data model: relational, object, object-relational, hierarchical, network, and other. 
o Number of users supported by the system. Single-user systems or Multi-user systems 
o Number of sites over which the database is distributed 
o Cost 
o Types of access path options for storing files. 
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• The Database Schema (company) that is made so far is by using common sense of database 
designer i.e. his/her understanding of requirement as specified by the client to ER/EER to relational  
mapping.

But we need a formal way of analyzing why one grouping of attributes into relation schema may be 
better than another, i.e. a goodness to measure the quality of the design.

2

Two levels to discuss the goodness of 
relation schema

Logical Level or 
Conceptual Level

Implementation Level or 
Physical Storage

(How the user interpret 
the relational schema 

and the meaning of their 
attributes)

(How the tuples in the 
base relation is stored 

and updated)



Informal Design Guidelines
Four Guidelines

Making sure that the 
semantics of the attributes is 
clear in the schema

Reducing the NULL values 
in tuples

Reducing the redundant 
information in tuples

Disallowing the possibility 
of generating spurious 

tuples

(1) Making sure that the semantics of the attributes is clear in the schema
The semantics of a relation refers to its meaning resulting from the interpretation of attribute values 
in a tuple. The easier it is to explain the semantics of the relation, the better the relation
schema design will be.

Example: The Semantic (meaning) of Employee relation is simple, it has 
Ename ( name of employee), Ssn, Bdate(date of 
birth)…..The Dnumber is F.K that represents an implicit 
relationship between EMPLOYEE and DEPARTMENT. 



Guideline 1:
Design a relation schema so that it is easy to explain its meaning. Do not combine attributes from multiple entity types 
and relationship types into a single relation. Otherwise, if the relation corresponds to a mixture of multiple entities and 
relationships, semantic ambiguities will result and the relation cannot be easily explained.

A tuple in the EMP_DEPT relation schema represents a single employee but includes additional information—namely, 
the name (Dname) of the department for which the employee works and the Social Security number (Dmgr_ssn) of the 
department manager.
Although there is nothing wrong logically in mixing two relation but it violates Guidelines1.
Furthermore, by mixing attributes of two entities results in anomalies. (will be discussed in Guideline 2)

Example ---violating Guideline1

(2) Reducing the redundant information in tuples
One goal of schema design is to minimize the storage space used by the base relations.
Mixing attributes of base relation or storing natural joins of base relation leads to a problem called update anomalies.
There are THREE types of update anomalies:
1. Insertion Anomalies         2.  Deletion Anomalies         3. Modification Anomalies



1. Insertion Anomalies 
•To insert a new employee tuple  who works for dept number 5 (dept no. 5 already exists) in EMP_DEPT relation, we 
must enter details of dept 5 (i.e. Dname and Dmgr_ssn) correctly i.e. It should be same to maintain consistency among 
other tuples.
If  Employee and Department table was created separately this problem would not has been arisen because dept 5 tuple is 
recorded only once in Department table. Only new employee tuple will be inserted and Dnum will be assign to 5.
•To insert a new department that has no employee yet in EMP_DEPT relation, we will enter NULL values for employee 
attributes (i.e. Ename, SSn, Bdate, Address) but it violates the entity integrity constraints because SSN is PK of 
EMP_DEPT.
This problem does not occur if we design Employee and Department table separately.

2. Deletion Anomalies 
•The second insertion Anomaly, If we delete from EMP_DEPT an employee tuple that happens to represent the last 
employee working for a particular department, the information concerning that department is lost from the database. 
•This problem does not occur if we design Employee and Department table separately.

3. Modification Anomalies 
•In EMP_DEPT, if we change the value of one of the attributes of a particular department—say, the manager of 
department 5—we must update the tuples of all employees who work in that department; otherwise, the
database will become inconsistent.



Guideline 2:
Design the base relation schemas so that no insertion, deletion, or modification anomalies are present in the relations. If 
any anomalies are present, note them clearly and make sure that the programs that update the database will operate 
correctly.

(3) Reducing the NULL values in tuples
Guideline 3:
As far as possible, avoid placing attributes in a base relation whose values may frequently be NULL. If NULLs are 
unavoidable, make sure that they apply in exceptional cases only and do not apply to a majority of tuples in the relation.

(4) Disallowing the possibility of generating spurious tuples

Additional tuples that were not in original relation are called spurious tuples because they represent spurious 
information that is not valid. The reason of generation of this spurious info is applying join on two relations and 
the joining condition is not (P.K, F.K) pair.

(Example, please refer Fig 15.5 and 15.6 on pg 511 and 512 respectively.)

Guideline 4:
Design relation schemas so that they can be joined with equality conditions on attributes that are appropriately related 
(primary key, foreign key) pairs in a way that guarantees that no spurious tuples are generated. Avoid relations that 
contain matching attributes that are not (foreign key, primary key) combinations because joining on such attributes may 
produce spurious tuples.



Formal concepts that used to define the 
goodness and badness of individual relation 
schemas 

For this, we study two things: Functional Dependency and Normal Forms.

The strategy for achieving a good design is to decompose a badly designed 
relation.
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Functional Dependency
It is denoted by X → Y, between two sets of attributes X and Y that are subsets of R (R= {A1, A2, ... , An}) 
specifies a constraint on the possible tuples that can form a relation state r of R.
i.e. there is a functional dependency from X to Y, or that Y is functionally dependent on X.

Example:  (a) Ssn→Ename

The functional dependency (f.d)/(F.D) specify that the value of an employee’s Ssn uniquely determines the 

employee name (Ename). 
Alternatively,we say that Ename is functionally determined by (or functionally dependent on) Ssn.

(b) Pnumber →{Pname, Plocation}
The value of a project’s number uniquely determines the project name and location.

NOTE:
If Y is functionally dependent on X (X → Y) that does not necessarily mean X is functionally dependent on 
Y (Y → X)



Question no. 15.26 (back exercise) 
Solution: (i) A → B does not hold in current state of relation. Tuples that causes the violation are 1 and 2

Note: How to do / identify this type of ques. In A → B, B is functionally dependent  on A, so see right 
hand side of table. b1(in tuple 1 and 5) functionally determined 10 and 13 . Now find (table) if there is a 
tuple that functionally determined 10 or 13 except b1. if there is, then the FD doesn’t hold.

As, in this example b2 is also functionally determined 10. 
Therefore, given FD doesn’t hold for current state.  (this note is written just to explain the concept, no need 

to write it in exam)

Solution: (i) B → C does hold in current state of relation.

Note: How to do / identify this type of ques. In B → C , C is functionally dependent on B, same as (i) 
see right hand side of table. c1(in tuple 1 ,3 and 5) functionally determined b1 , b4 and b1 . Now find (table) 
if there is a tuple that functionally determined b1 or b4 except c1. if there is, then the FD doesn’t hold.

In this example, this is not the case.
Now , we will do the same thing for c2. as c2 determines b2 alone and no other c’s determine b2. so far so 
good .Now, move to c4. c4 determines only b3 and no other c’s determines b3. 
Therefore, given FD hold for current state.  (this note is written just to explain the concept, no need to write 
it in exam)

Try (iii), (iv) and (v) 
part of q15.26



Next week we will cover 
NORMAL FORMALS (N.F.) 
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